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Abstract—Robust neural networks are essential to build network
intrusion detection systems resilient to evasion attacks. Learning
such models via adversarial training demands extensive labeled
data and high model capacity, making it impractical in evolving,
resource-constrained threat environments. Transfer learning (TL)
uses pre-trained models to enhance downstream tasks, offering
a promising mitigation approach. However, most TL approaches
prioritize performance on clean examples without addressing ro-
bustness against adversarial examples and random variations. Our
empirical study reveals that standard fine-tuning and distillation
often yield accurate but not robust models, while the few exist-
ing adversarial TL provide limited robustness. In this article, we
propose a novel robustness-preserving TL framework, Contrastive
Adversarial Representation Distillation (CARD), to generate a ro-
bust target model by transferring robustness and performance
from a robust source model into the target task. CARD tackles
three issues: (i) target domain data scarcity; (ii) differences in
data domains and model architectures between target and source
tasks; and (iii) target model robustness against static and adaptive
evasion attacks, and natural corruptions. Experiments on binary
and multiclass detection show that CARD outperforms state-of-the-
art methods in various TL tasks across data domains and model
architectures when only 5% training data is available, achieving
17.67% and 8.38% higher adversarial robust accuracy as well as
9.75%and 11.42%higher natural robust accuracy than adversarial
fine-tuning and distillation.

Index Terms—Neural network, transfer learning, robustness,
evasion attack, natural corruption, network intrusion detection.

I. INTRODUCTION

MACHINE learning, particularly deep learning (DL), has
become increasingly attractive for developing network

intrusion detection (NID) systems. This is largely due to the
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exceptional capability of deep neural networks to uncover hid-
den representations in vast datasets and enhance classification
accuracy, as evidenced in computer vision, speech recognition,
and networking. In this work, we focus on NID models based on
deep neural networks (DNNs) for their effectiveness in handling
high-dimensional features [1], scalability with large datasets [2],
and adaptability to changing network threats [3].

When large labeled datasets are unavailable or resources for
model deployment are constrained, training high-performance
classifiers from scratch becomes difficult [4]. In particular,
achieving adversarial robustness through adversarial training
from scratch requires significantly more training samples [5], [6]
and higher model capacities [7], [8], [9], [10]. In NID, complex
and evolving intrusion patterns, along with privacy concerns,
often hinder the collection and labeling of sufficient traffic
data. Meanwhile, real-world environments like IoT and mobile
edge computing often require lightweight models, inevitably
sacrificing the representation capabilities of DNNs.

Transfer learning (TL) is a technique for tackling data
scarcity, in which a pre-trained model, called the source model,
developed for a source domain task with abundant data, is used
as the starting point for learning a model, called the target
model, for a different but related target domain task with limited
training data [4]. Domain refers to the entire data distribution,
including its feature space and label space. In TL, we also
consider a target task with a different model architecture, known
as distillation [11]. By leveraging knowledge gained from a
source task to improve performance on a target task, TL has
been successfully applied in image [12], natural language [13],
and network traffic [14], [15]. TL is also pivotal for foundation
models (FMs) [16], which are large models trained on massive
datasets. Previous research in NID shows that TL based on fine-
tuning greatly improves and accelerates the training when target
domain labeled data are scarce [17] while distillation-based TL
makes small target models suitable for devices with limited stor-
age resources [18], [19]. However, existing TL approaches for
NID dot not address robustness against model evasion attacks,
where attackers manipulate inputs as adversarial examples to
induce misclassification.

Motivation: Recently, in the image field, a few studies on TL,
including adversarial finetuning [6], [7] and distillation [9], [20],
of robust classifiers pretrained adversarially on larger datasets
have demonstrated the feasibility of transferring robustness
across tasks. However, (i) these approaches rely on a suitably
large target domain dataset for training, neglecting the challenge
of limited data availability. Also, (ii) they focus only on TL

1545-5971 © 2025 IEEE. All rights reserved, including rights for text and data mining, and training of artificial intelligence and similar technologies.
Personal use is permitted, but republication/redistribution requires IEEE permission. See https://www.ieee.org/publications/rights/index.html for more information.

Authorized licensed use limited to: Purdue University. Downloaded on September 15,2026 at 19:54:09 UTC from IEEE Xplore.  Restrictions apply. 

https://orcid.org/0000-0003-3705-7345
https://orcid.org/0009-0004-5749-2058
https://orcid.org/0000-0001-8207-9717
https://orcid.org/0000-0001-5858-5070
https://orcid.org/0000-0002-4029-7051
mailto:mdhuang1@stu.xidian.edu.cn
mailto:lin1368@purdue.edu
mailto:ninghui@purdue.edu
mailto:bertino@purdue.edu
mailto:xfchen@xidian.edu.cn


HUANG et al.: CARD: ROBUSTNESS-PRESERVING TRANSFER LEARNING FOR NID VIA CONTRASTIVE ADVERSARIAL 5135

Fig. 1. Transfer learning scenarios where CARD can be applied to. The target
task and the source task differ in data domains, model architectures, or both.

scenarios with a single difference between source and target
tasks, such as fine-tuning for cross-domain TL or distillation
for cross-model TL, making them unsuitable when both data
domains and model architectures differ. Research addressing the
following crucial problems in the network traffic field remains
lacking. Given a robust source NID model fS trained to be robust
against source domain evasion attacks, let fT be a target NID
model derived from fS using TL, does standard TL make
fT automatically robust against target domain evasion attacks?

if not, how can TL be designed to transfer robustness from

fS to fT in data scarcity scenarios? will the expansion of
available data lead to significant fluctuations in the performance
of robustness-preserving TL?

Overview: In this paper, we address these questions. First,
our empirical study shows that robustness cannot be effectively
transferred to the target NID model from the robust source
model through standard fine-tuning or distillation. Then, we
present the first robustness-preserving TL method designed for
NID that ensures the robustness and clean performance of the
target model. Specifically, we propose Contrastive Adversarial
Representation Distillation (CARD), a novel TL framework to
generate robust target models from robust source models with
limited target domain data. CARD supports three TL scenarios
(see Fig. 1): source and target tasks 1© differ only in data do-
mains (e.g., changes in input feature dimensions, marginal data
distribution, label spaces); 2© differ only in model architectures
(e.g., changes in depth, width, or building blocks); 3© differ in
both. CARD simultaneously addresses three problems: (i) target
domain data scarcity; (ii) differences in both data domains and
model architectures between target and source tasks; and (iii)
target model robustness against both static and adaptive evasion
attacks, and natural corruptions.

Our Method: The design of CARD is based on three key
elements: 1© To capture and transfer robustness knowledge
from the source model, we propose a Dual Robustness-aware
Contrastive View Construction strategy based on the adversarial
manipulation view and the natural corruption view. Such a
strategy optimizes the target model towards the goal of making
these two types of input variants closer to the clean input
(anchor) in the hidden representation space, while distancing
them from samples of other classes, thereby generating a target

model robust to target domain adversarial examples and nat-
ural corruptions. 2© To support TL across data domains and
model architectures, we develop a Dual Adaptive Dimension
Alignment mechanism. This mechanism uses three learnable
embedding networks to align input feature dimensions of the
target domain with the source domain, and align hidden rep-
resentation dimensions of the target model with the source
model, thereby adaptively generating embedded target domain
features that can be fed to the input layer of the source model
and embedded hidden representations that can be used for
similarity measurement between different models. 3© To ensure
clean and robust performance of the target model with limited
target domain training samples, we design a comprehensive loss
including representation contrastive learning, output distribution
distillation, and adversarial classification terms for contrastive
adversarial representation distillation. This loss encourages the
target model to mimic universal robust representations of the
source model trained on sufficient source domain data and
emphasize locally clean and adversarial patterns from the target
domain, thereby guiding the target model to converge to the
underlying data distribution with limited target domain labeled
training data.

Experiments: We thoroughly evaluated CARD and TL base-
lines on NID tasks in three TL scenarios—TL across data
domains, across model architectures, and across both—under
(i) data scarcity and (ii) data expanding settings, respectively.
Each task covers binary (benign versus malicious) and multiclass
detection (fine-grained intrusion types) versions. Specifically,
comparative baselines of CARD, the first robustness-preserving
TL work targeting NID models, include not only standard TL
methods that do not address robustness, such as NID-specific
fine-tuning [17] and distillation [18], but also state-of-the-
art (SOTA) image-specific robustness-preserving TL methods,
such as adversarial fine-tuning (e.g., FRFE [6], TWINS [21])
and adversarial distillation (e.g., VAD [20], AAD [22]).

Contributions: In summary, we make three contributions:
� We propose CARD, the first robustness-preserving TL

framework for NID, designed to generate a robust target
model with limited training data by contrastively distilling
a robust source model. It is the first solution that supports
transfer robustness across both data domains and model
architectures.

� We first introduce the novel notion of dual robustness-
aware views in contrastive distillation, including the ad-
versarial manipulation view and natural corruption view,
which facilitates capturing and transferring underlying ro-
bust knowledge from the hidden representation space of
the source model.

� We extensively evaluate the robustness and clean perfor-
mance of the target model. (i) In data-scarce settings, aver-
aged results show that CARD improves robust accuracy by
13% on adversarial examples, 11% on corrupted examples,
and clean accuracy by 6% over SOTA adversarial fine-
tuning and distillation baselines. (ii) In data-expanding set-
tings,CARD demonstrates stable, monotonically increasing
performance and sustained robustness advantage, further
confirming its effective generalization with limited data.

II. RELATED WORK

A gap in transfer learning (TL) and robust DL is under-
standing whether robustness, if present in the source model, is
automatically inherited by target models derived from it. If so,
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one could train a robust foundation model (e.g., via adversarial
training on a large source domain dataset [5], [23]), and the cost
of this robust training would be amortized by target domains,
as target models would inherit robustness through robustness-
preserving TL without extra expensive robust training. Recently,
robustness transfer from an adversarially trained model has been
investigated for image data. However, it remains unexplored in
network traffic classification.

A. Standard Transfer Learning

Conventional TL, known as standard TL, aims to transfer
knowledge from a source model fS to a target model fT

to improve the clean performance and learning efficiency of
the target task, especially when the target domain DT has
limited data [4]. In this work, we focus on both TL across data
domains (e.g., fine-tuning) and TL across model architectures
(e.g., distillation), which have also been explored in NID.

1) Standard Fine-Tuning: Fine-tuning (FT) adapts amodel
fS pretrained in the source domain DS to DT by updat-
ing parameters in a layer-wise manner, such as retraining the
early representation learning layers [24], later classification
layers [17] or the entire model. In the area of NID, Singla et
al. [17] demonstrated the viability of TL for NID by fine-tuning
the final softmax layer of a DNN with minimal new labeled
data. Xu et al. [25] analyzed the impact of fine-tuning different
layers to adapt NID models to rapid changes. Andresini et al. [24]
fine-tuned two autoencoders and a Conv1D layer of a NID model
on refined input-output pairs for drift detection. FT assumes that
limited labeled data in DT is available and that DS and DT ,
while distinct, share are some correlations in the data features
Thus, FT is suitable for cross-domain TL while maintaining the
architecture of fS .

2) Standard Distillation: Knowledge distillation (KD) [11]
aims to compress fS to generate fT by transferring knowledge
from a large, complex model (teacher) to a smaller, simpler
model (student), usually within the same domain and task.
fT can learn from fS by mimicking output logits [26], soft
labels [11], hard labels [19], or intermediate representations [27]
of fS . In the area of NID, Zhao et al. [18] used soft label-guided
KD for producing a lightweight separable convolutions-based
NID model. Gao et al. [28] improved federated NID accuracy
by selecting the top two nodes as teachers and distilling their
performance to other nodes using soft labels. Others [19] com-
pressed the NID teacher into a lightweight model for deploy-
ment using both soft and hard labels. Thus, KD is ideal for
lightweight-oriented cross-model TL, with unchanged feature
space and label space.

B. Robustness-Preserving Transfer Learning

Robustness-preserving TL seeks to maintain or enhance the
robustness of a robust source model fS in the target model fT

during knowledge transfer between tasks. Existing techniques
include adversarial fine-tuning and adversarial distillation.

1) Adversarial Fine-Tuning: Adversarial fine-tuning (AFT)
adapts a robust fS to a target domain DT while preserving
robustness against target domain evasion attacks, typically by
incorporating adversarial examples in standard FT. Existing
work has primarily been tested in TL tasks from ImageNet to
CIFAR. Hendricks et al. [7] demonstrated that adversarially
fine-tuning the last classification layer of an adversarially pre-
trainedfS using adversarial examples achieves better robustness

and similar clean performance onDT than adversarial training
fT from scratch. Shafahi et al. [6] proposed a technique to
train a robust fT by fine-tuning the classification layers on
top of the Frozen Robust Feature Extractor (FRFE) of a robust
fS . They found that AFT using only target domain clean data
results in better clean performance but lower robustness than
AFT using only adversarial examples. Fan et al. [29] intro-
duced adversarial contrastive learning to explore AFT within
self-supervision using unlabeled data. Recently, Liu et al. [21]
developed TwoWIng NormliSation (TWINS) consisting of a
frozen net and an adaptive net to preserve the robustness of fS

inDT , where the means and standard deviations from the frozen
normalization layer of fS and updated normalization layer of
fT are jointly used for AFT.

2) Adversarial Distillation: Adversarial distillation (AD)
distills a large, robust fS into a smaller, robust fT for the
same task by incorporating adversarial examples in standard
KD. Goldblum et al. [20] found that robustness in fS can be
inherited by fT when distilled using clean examples and more
when using adversarial examples. They then introduced adver-
sarially robust distillation, referred to as Vanilla Adversarial
Distillation (VAD), to minimize KL divergence between the
output distribution of fS over adversarial examples and that
of fT over clean examples. Muhammad et al. [30] proposed
to distill hidden activation maps of fS using mixed examples.
Zhu et al. [31] designed introspective adversarial distillation
(IAD) to encourage fT to selectively mimic the behavior of
fS . Zi et al. [9] proposed Robust Soft Label Adversarial Dis-
tillation (RSLAD), guiding predictions of fT on both clean
and adversarial examples to mimic soft labels of fS on clean
examples. Maroto et al. [32] used a weighted combination of
truth label and output of fS as the supervision label for fT

on adversarial examples. Bai et al. [33] introduced contrastive
learning to AD to generate image classifiers. Recently, Huang
et al. [22] developed Adaptive Adversarial Distillation (AAD),
using dynamically updated adversarial examples to boost AD.

C. Novelty of Our Method

Our work differs from existing approaches in these aspects:
� Goal: They focus on TL scenarios across only data do-

mains (AFT) or only model architectures (AD), while ours
extends applicability to the more challenging TL across
both.

� Threat Model: They emphasize adversarial robustness to
evasion attacks while we incorporate natural robustness to
natural corruptions in addition to adversarial robustness.

� Technique and Evaluation: They are either standard TL for
NID or single adversarial robustness transfer for images,
evaluated on a suitable large training dataset, while we in-
troduce first robustness-preserving TL for NID, evaluated
on limited and expanding training datasets, respectively.

III. PRELIMINARIES

This section covers robustness-preserving TL preliminaries,
focusing on adversarial fine-tuning and distillation. In what fol-
lows, DS and DT denote training datasets from source domain
DS and target domain DT , respectively.

A. Transfer Learning Based on Fine-Tuning

1) Standard Fine-Tuning: Fine-tuning (FT) adapts a pre-
trained source model fS to DT by optimizing all or only

Authorized licensed use limited to: Purdue University. Downloaded on September 15,2026 at 19:54:09 UTC from IEEE Xplore.  Restrictions apply. 



HUANG et al.: CARD: ROBUSTNESS-PRESERVING TRANSFER LEARNING FOR NID VIA CONTRASTIVE ADVERSARIAL 5137

some layers, yielding a target model fT
θ = fS +Δθ with the

same architecture but updated parameters. The target model
fT
θ = fT

θc
(fT

θf
) can be split into a feature extractor fT

θf
, typically

using convolutional layers for representation learning, and a
classifier fT

θc
, employing fully connected layers for prediction.

a) Linear FT: fT
θc

is fine-tuned while fT
θf

is frozen [17],
a.k.a. linear probing or linear evaluation, as defined in (1). y is
the ground truth label of the clean training sample x ∈ DT .

min
θc

E(x,y)∼DT [L(fT
θc
(fT

θf
(x)), y)] (1)

b) Full FT: All model parameters θ are optimized to min-
imize the loss function L, as defined in (2).

min
θ

E(x,y)∼DT [L(fT
θ (x), y)] (2)

Different FT methods balance computational cost and adaptation
differently, making them suitable for various scenarios.

2) Adversarial Fine-Tuning: Adversarial fine-tuning (AFT)
aims to adapt a robust fS to DT , typically by incorpo-
rating adversarial examples x∗ = x+ δ∗, which are ob-
tained by manipulating x with adversarial perturbations δ∗ =
argmax||δ||p<ε L(fT

θ (x+ δ), y), in standard FT to transfer ad-
versarial robustness against evasion attacks from fS to fT

θ .
a) Linear AFT: Vanilla AFT methods [7], [34], [35] fine-

tune the last classification layer using adversarial examples while
freezing the robust feature extractor, as defined in (3).

min
θc

E(x,y)∼DT [L(fT
θc
(fT

θf
(x∗)), y)] (3)

b) Full AFT: The entire pre-trained robust model is fine-
tuned using adversarial examples from DT [29], [36] as in (4).

min
θ

E(x,y)∼DT [L(fT
θ (x∗), y)] (4)

FRFE [6] further explored full AFT using only clean samples
from DT with a learning without forgetting mechanism as in
(5).

min
θ=θf∪θc

E(x,y)∼DTL(fT
θ (x), y) + ||fT

θf
(x)− fS

θf
(x))||2, (5)

Afterwards, a variant of FRFE with adversarial examples, as
defined in (6), is used as an AFT baseline in TWINS [21].

min
θ=θf∪θc

E(x,y)∼DTL(fT
θ (x∗), y) + ||fT

θf
(x∗)− fS

θf
(x∗))||2,

(6)
TWINS [21] splits DT into two subsets DT

l and DT
u of equal

size, and freezes parameters θb of the batch normalization layer
in fS

θf
when performing AFT on half of DT , as defined in (7).

min
θf∪θc

E(xl,y)∼DT
l ,(xu,y)∼DT

u
[L(fT

θ (x∗l ), y) + L(fT
θf/θb

(x∗u), y)]

(7)

B. Transfer Learning Based on Distillation

1) Standard Distillation: Knowledge distillation (KD) trans-
fers knowledge from a source model fS (teacher) to a smaller
target model fT

θ (student) using clean training samples xwithin
the same dataset DS = DT and label space.

a) Logit-Based KD: fT
θ learns the output probability dis-

tribution oT from the output distribution oS of fS using softened
logits and hard labels [18], as defined in (8).

min
θ

E(x,y)∼DT [τ2KL(oS
τ

(x)|oT τ

(x)) + L(fT
θ (x), y)] (8)

where KL denotes KL divergence, oS(x) and oT (x) are output
distributions of fS and fT

θ on x, and τ is the temperature to

scale the distribution via softmax S, as defined in (9).

oT
τ

(x) = S(fT
θ (x)

/
τ), oS

τ

(x) = S(fS(x)
/
τ), (9)

b) Feature-Based KD: fT
θ mimics the intermediate fea-

tures of fS
θ obtained by the representation learner fS

θr
to learn

hidden representations fT
θr
(x) of fT

θ on DT , as defined in (10).

min
θ

E(x,y)∼DT ||ρ(fT
θr
(x))− ρ(fS

θr
(x))||p, (10)

where ρ denotes the transformation of neuron activation [27].
2) Adversarial Distillation: Adversarial Distillation (AD)

aims to compress a robust fS into a smaller fT
θ , usually by

involving adversarial examples x∗ = x+ δ∗ in standard KD, to
preserve robustness against evasion attacks from fS in fT

θ .
a) Singular Sample-Guided AD: Vanilla adversarial dis-

tillation (VAD) [20] minimizes the difference between the
probability distribution oT

τ
(x∗) output by fT

θ on x∗ and
oS

τ
(x) output by fS on x, as defined in (11), where

δ∗ = argmax||δ||p<ε L(fT
θ (x+ δ), y). In this case, soft labels

oS
τ
(x) = S(fS(x)

/
τ) of fS on clean samples x are used as

the sole supervision for true distribution in KL loss.

min
θ

E(x,y)∼DT [τ2KL(oS
τ

(x)|oT τ

(x∗)) + L(fT
θ (x), y)],

(11)
RSLAD [9] replaces the hard label y in the loss of VAD with
logits fS(x) of fS on x and fixed τ = 1, as defined in (12).

min
θ

E(x,y)∼DT [KL(oS(x)|oT (x∗)) + KL(oS(x)|oT (x))],
(12)

b) Dual Samples-Guided AD: In improved AD, soft labels
output by fS on both x and x∗ are used for supervision in the
KL loss. Among them, AAD [22] defined in (13), where δ∗ =
argmax||δ||p<ε KL(oS(x∗)|oT (x∗)), was claimed to outperform
VAD [20], RSLAD [9], and IAD [31] due to its dynamical
optimization of adversarial examples.

min
θ

E(x,y)∼DT [KL(oS
τ

(x∗)|oT τ

(x∗)) + KL(fS(x)|fT
θ (x))],

(13)

C. Adversarial Example and Adversarial Training

1) Adversarial Example: The attacker manipulates clean
sample x as adversarial examples x∗ = x+ δ∗ to cause misclas-
sification of DNNs, where δ∗ = argmax||δ||p<ε L(fT

θ (x∗), y) is
obtained via single-step [37] or iterative optimization [23].

2) Adversarial Training: The defender trains a model fθ
on both adversarial and clean examples from scratch to en-
hance robustness, minimizing the worst-case empirical loss
minθ E(x,y)∼D[max||δ||p<ε L(fθ(x∗), y) + (fθ(x), y)] [23].

IV. PROBLEM STATEMENT

A. Threat Model

We mainly consider robustness threats posed by evasion at-
tacks and natural corruptions.

1) Evasion Attack: An attacker leverages adversarial ex-
amples to induce misclassification in DNN models [23]. For
instance, adversarial malicious traffic generated from clean
malicious traffic can significantly enhance the evasion success
rate against DNN-based NID models [38], [39], [40]. We assume
an evasion attacker who crafts adversarial examples from clean
examples in the target domain to deceive the victim target
model. In addition, we assume that the attacker has access to
the architecture and parameters of the target model, creating
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Fig. 2. Differences in data domains and model architectures between the target and source tasks in the transfer learning (TL) scenarios considered by CARD.

a high-threat scenario that enables the generation of effective
adversarial examples and ensures a rigorous assessment of the
target model’s robustness in the context of TL.

It is important to note that in robustness-preserving TL, an
attacker cannot easily infer the defense strategy of the target
model, even with white-box access, as its robustness is derived
partly from the source model and partly from adaptation to
the target domain, rather than from a single explicit defense
like adversarial training. In particular, attackers typically lack
access to the robust source model in real-world settings, which
is usually trained by parties with extensive resources and time.
Furthermore, even with internal access to the source model,
the adaptivity and complexity of a robustness-preserving TL
strategy also make it difficult for the attacker to reconstruct
the TL process exactly. Thus, in robustness-preserving TL, the
hybrid and indirect robustness origins make it not easy for an
attacker, even with access to the target model’s parameters, to
infer the complete defense algorithm used by the target model,
such as the robust source model parameters and the TL strategy.
So far, no adaptive evasion attack has addressed this, except for
our exploration in the experimental evaluation.

2) Natural Corruption: It refers to a shift in the input feature
distribution arising from natural factors, like environmental vari-
ations or noise [41], in data transmission or operating conditions,
rather than intentional manipulation. For example, natural cor-
ruptions in images may arise from lighting and camera quality
changes [41], while in speech data they could result from back-
ground noise and differences in recording devices [42]. In NID,
natural corruption refers to changes in the statistical properties
of network traffic features caused by variations in the network
environment [40]. Given a clean input x, the corrupted sample
x̃ is generated as in (14).

x̃ = [xt + αt · ζt, xq + αq · ζq, xl + αl · ζl], (14)

where xt, xq , and xl denote time-related, quantity-related, and
length-related feature, respectively; ζt, ζq , and ζl are random
noise vectors (e.g., Gaussian noise) for each feature group;
and αt, αq , and αl are scalar factors Noise is added only
to relevant features, leaving the rest unchanged. By introduc-
ing random noise into temporal and spatial characteristics,
we aim to simulate natural corruptions from latency-induced
changes in inter-arrival times and flow duration, fluctuations
in packet number from network congestion, and variations
in packet size due to hardware inconsistencies or protocol
differences.

B. Research Goal

We aim to adapt the robustness and performance of a robust
source model fS to a target model fT

θ that may differ in data do-
mains or model architectures from the source task, using a small
number of labeled samples. We focus on robustness-preserving
TL in three scenarios for NID tasks (see Fig. 2)

1) Robustness-Preserving TL Across Data Domains: Ensure
robustness transfer when using TL to generate a fT

θ that dif-
fers from the robust fS in data domains w.r.t input feature
dimensions, marginal data distribution, or label space: For TL
across only data domains (e.g., fine-tuning), the target and source
tasks share the same model architecture but differ in their data
domains. (i) In the context of NID, a common phenomenon
is that the data distribution changes due to the emergence of
new intrusion types, while the input feature space remains
unchanged; that is, the number and meaning of the network
traffic feature dimensions used by the detector do not change. (ii)
Furthermore, when network protocols or service types change,
the tools for processing network traffic features in the target task
may differ from those in the source task. These differences in the
input feature space between the target and source domains lead to
a larger number of changes in data distribution. Thus, addressing
robustness and performance transfer across data domains for
NID tasks is critical, especially when there are insufficient
labeled intrusion instances in the new task.

2) Robustness-Preserving TL Across Model Architectures:
Ensure robustness transfer when using TL to yield a fT

θ that dif-
fers from the robust fS in model architectures w.r.t depth, width,
or building blocks: For TL across only model architectures (e.g.,
distilling a large source model into a small model), the target and
source tasks share the same data domain but differ in their model
architectures. (i) In the context of NID, models must often be
deployed in resource-constrained environments (e.g., IoT, edge
computing, or mobile devices), so the high-performance source
model needs to be compressed into a smaller target model with
reduced capacity and storage overhead. (ii) In particular, training
a small model from scratch is not ideal, as such a model typically
cannot capture complex intrusion patterns. (iii) Furthermore,
prior works have shown that adversarial robustness with good
generalization is more easily obtained by adversarial training
on high-capacity DNNs than on small models [7], [8], [9], [10],
and requires large amounts of labeled samples [5], [6]. Thus,
achieving robustness and performance transfer across model
architectures is essential for NID with scarce labeled data.

3) Robustness-Preserving TL Across Both Data Domains and
Model Architectures: Ensure robustness transfer when using
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TL to produce a fT
θ that differs from the robust fS in both

data domains and model architectures: This is a more complex
situation where the target task not only undergoes a data distri-
bution change but also requires a transition to a more lightweight
model architecture. (i) In network security, adapting a large-scale
robust source model trained on abundant source domain data to
downstream tasks with limited target domain data and resources
is crucial for the efficient production and practical deployment
of NID systems. (ii) However, adversarial fine-tuning (AFT)
cannot transfer knowledge across model architectures, while
adversarial distillation (AD) fails across data domains. (iii) Fur-
thermore, existing approaches are unable to balance robustness
and clean performance, e.g., AFT and AD often degrades clean
performance compared to standard methods [7], [20]. Thus, we
need an TL approach that can preserve robustness across both
data domains and model architectures while balancing clean
performance.

C. Solution Directions and Challenges

We now present solution directions and corresponding
challenges associated with each task in the above research goal.

1) Cross-Domain TL: We employ contrastive learning [43]
to guide the target model fT

θ in referencing the source model
fS , ensuring that target domain positive pairs (samples with the
same label) yield similar representations, while negative pairs
(samples with different labels) produce distinct representations.
This enables fT

θ to learn the underlying representations of
samples from different classes with limited labeled data.

Challenge ❶: Effectively selecting positive and negative pairs
and similarity metrics for inducing the target model to learn
robustness-relevant representations. In contrast to normal rep-
resentations, which capture clean patterns that help the model
distinguish between classes but may be highly sensitive to small
perturbations, robustness-relevant representations refer to the
encoded features that remain stable under adversarial perturba-
tions, noise, or distribution shifts [44]. Appropriate and diverse
contrastive pairs, including positive and negative pairs, help
the model capture the correct relationships among the anchor
sample, positive sample, and negative sample, promoting the
learning of discriminative representations. However, contrastive
pairs that emphasize representations related to adversarial and
natural robustness in NID are underexplored.

Challenge ❷: Transforming target domain samples to fit the
input layer of the source model when the target and source
domains differ in the number of input feature dimensions. Since
the source model is pre-trained, it is necessary to adapt the
target domain input samples to the source model by upscaling
or downscaling the dimensions when the input feature space
changes. Existing robustness-preserving TL (e.g., AFT [21],
[35]) achieves this by resizing the resolution of images. Yet,
such scaling is not suitable for network traffic and can lead
to feature loss or distortion. Thus, an adaptive input feature
transformation mechanism is needed to align the input feature
dimensions between the target and source domains.

2) Cross-Model TL: We use multi-layer distillation, combin-
ing both logit-based and feature-based KD, with hidden repre-
sentations and soft labels as knowledge carriers, to transfer ro-
bustness across model architectures within the same data domain
and label space. Compared to existing robustness-preserving
TL approaches (e.g., AD [20], [22]), which align only output
distributions, our strategy allows the target model to also learn

intermediate abstract information from the source model, specif-
ically robustness-relevant representations, thus mimicking the
source model’s reasoning processes.

Challenge ❸: Efficiently extracting and aligning hidden rep-
resentations between source and target models that may come
from different hidden representation spaces. When the source
and target models have different architectures, their represen-
tations at hidden layers may differ in dimensionality and ab-
stract meaning. Thus, representation alignment and measure-
ment methods are needed for transferring robustness-relevant
representations from the source model’s hidden space.

3) Cross-Domain-and-Model TL: We integrate contrastive
learning and adaptive input dimension alignment mechanisms
into hidden representation distillation to enable TL across both
model architectures and data domains. Since the cross-domain
TL tasks we consider also involve changes in the label space,
the logit-based distillation, which relies on aligning soft labels,
will be inactive in cross-domain-and-model TL scenarios.

Challenge ❹: Balancing the clean performance and robust-
ness of the target model on the target domain while mitigating the
potential misguidance of the source model in the target domain.
The robustness and clean performance of the target model are
influenced not only by the TL algorithm but also by the inherent
generalization ability of the source model’s robustness and clean
performance. A robust source foundation model—trained ad-
versarially on a vast dataset—is likely to capture underlying and
general data patterns. However, when the target model leverages
the source model’s representations or predictions for TL, the
source model may also provide unreliable supervision for the
target task in cross-domain TL scenarios. Thus, beyond adapting
knowledge from the source model, the target model’s robustness
and clean performance must be further refined using the limited
target domain data.

V. DESIGN OF CARD

This section presents the design of the proposed robustness-
preserving transfer learning method, Contrastive Adversarial
Representation Distillation (CARD), which aims to adapt the ro-
bustness and clean performance of a robust source model fS to a
target task across data domains and model architectures in a data-
scarce setting. The core idea of CARD is to contrastively distill
the hidden representations of a robust source model, especially
the robustness-relevant representations, thereby producing a ro-
bust and accurate target model fT

θ using limited labeled samples.
Each sample in the target domain training dataset DT serves
as an anchor. fT

θ learns hidden representations by comparing
the anchor sample x with positive samples x+ (transformed
samples semantically similar to x) and negative samples x−
(samples in DT dissimilar to x), to bring positive samples closer
while pushing negative samples to be more orthogonal in the
hidden representation space. Regarding the robustness-relevant
representations, the hidden representations of fS on adversarial
and corrupted variants ofx are adopted as the robustness carriers.

A. Architecture of CARD

The Dual Robustness-aware Contrastive View Construction
and Dual Adaptive Dimension Alignment are key components
for achieving robustness transfer and adaptation across different
but related data domains and model architectures. The complete
architecture of CARD is shown in Fig. 3.
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Fig. 3. Architecture of CARD. (1) Left: contrastive view construction with green for clean benign samples, red for clean malicious samples (different reds for
different categories of anomalies), blue for adversarial examples, and orange for naturally corrupted examples. (2) Middle: dual adaptive dimension alignment for
input features and hidden representations. (3) Right: learning of target model based on TL losses (Lcon, Ldit) and local classification loss (Lcla).

1) Dual Robustness-Aware Contrastive View Construction:
Contrastive pairs in contrastive learning (CL) [43] consist of
positive pairs (x, x+), which include instances with similar
features, and negative pairs (x, x−), which comprise dissim-
ilar instances. The target model fT

θ is trained to minimize the
distance between samples in positive pairs while maximizing the
distance between samples in negative pairs. InCARD, contrastive
view construction enhances the robustness awareness.

a) Positive Pairs: Unlike standard CL [43], [45], where the
single positive view x+ is generated by standard augmentation
(e.g., rotation, scaling, cropping, or flipping) to the anchor x,
we introduce two robustness-aware positive views for network
traffic data: the adversarial manipulation view x∗ and the natural
corruption view x̃, tackling Challenge ❶.
� Adversarial Manipulation View:fS is known to be robust

against evasion attacks in CARD. Treating the adversarially
manipulated version of the anchor as a positive view aims to
extract hidden representations of fS that are less sensitive
to adversarial perturbations, thereby encouraging fT

θ to
learn adversarial robustness-relevant representations.
We construct a positive pair (x, x+

1 ) = (x, x∗) based on
the adversarial manipulation view x∗, which is crafted as
(15).
x+
1 = x∗ = x+ δ∗ = x+ arg max

||δ||p<ε
L(fT

θ (x+ δ), y),

(15)
where y is the truth label of x ∈ DT . Moreover, we align
the generation of δ with the threat model used in the robust
training of fS , ensuring consistency in perturbation budget
ε, lp norm type, and other factors, so that fT

θ can adaptively
inherit the robustness of fS as its threat model evolves.

� Natural Corruption View: Since fS is trained on a large
and diverse dataset, it generally poses better generalization.
Using the naturally corrupted version of the anchor as
another positive view helps extract hidden representations
of fS that remain stable under distribution shifts, thereby
encouraging fT

θ to learn natural robustness-relevant rep-
resentations. Thus, we construct a positive pair (x, x+

2 ) =
(x, x̃) based on the natural corruption view x̃, which is

generated as (16).

x+
2 = x̃ = x+ ζ = [xt + ζt, xq + ζq, xl + ζl], (16)

where the time-related, quantity-related, and length-related
network traffic feature dimensions (xt, xq, xl) of x ∈ DT

are distorted by the random noise vectors ζ = (ζt, ζq, ζl)
sampled from the Gaussian distribution N (0, 1).
b) Negative Pairs: Negative samples x− provide more

diverse contrastive signals than positive samples x+ to help the
model learn discriminative representations for class separation.
In standard CL, each anchor x usually has only one or a few
x+, whereas x− are more abundant and often drawn from the
same mini-batch asx (e.g., SimCLR [43]) or from a dynamically
updated memory bank (a.k.a. memory buffer or queue) that
stores previously seen x− (e.g., MoCo [46]).

To enable CARD in a resource-limited TL environment, we
adopt a memory bank-based strategy to manage x−, eliminating
reliance on large batch sizes and reducing computational and
memory overhead in CL. In addition, considering the multi-class
classification scenario in NID, the target model fT

θ is required
to learn not only the coarse-grained distinction between benign
and malicious traffic patterns, but also the fine-grained differ-
ences among various malicious traffic categories. Specifically,
we propose the following strategy for selecting negative pairs
{(x, x−1 ), . . ., (x, x−N )} for the anchor x ∈ DT .
� When x is a benign sample, we selectN malicious samples

with different intrusion types from the memory bank as x−.
Particularly, we prioritize intrusion samples that exhibit
significant differences from x in features such as commu-
nication protocols, network service, port number, number
of connection attempts, flow size, etc.

� When x is a malicious sample, we select N samples from
the memory bank as x−, including benign traffic samples
and malicious traffic samples with different classes from
x.

It is worth noting that we do not use adversarial or naturally
corrupted versions of selected x− to augment negative pairs. (i)
Each sample x in DT will eventually serve as an anchor and
be compared with its robustness-aware positive views. Thus,
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when it acts as a negative sample, we hope to prevent fT
θ from

repeatedly learning its perturbation pattern, thereby preventing
overfitting to the perturbation and losing generalization on clean
samples. (ii) In addition, past work shows that expanding x−
has diminishing returns [47] and poses a collision-coverage
risk, meaning the model may overfit to redundant patterns when
negative samples are too similar to each other [48]. (iii) Also,
generating adversarial examples for extensive x− is computa-
tionally expensive. Thus, we use only clean samples as x− to
balance performance and cost.

Subsequently, positive and negative pairs will be simultane-
ously fed into fS and fT

θ for contrastive transfer learning.
2) Dual Adaptive Dimension Alignment: First, to support

TL across data domains, particularly those with different input
feature spaces, we use an Input Feature Dimension Alignment
strategy when the number of feature dimensions dS of the source
domain samples is inconsistent with dT of the target domain
samples. Second, to support TL across model architectures,
especially across different hidden representation spaces, we use
a Hidden Representation Dimension Alignment strategy to align
the numbers of extracted hidden representation dimensions dSe
from fS and dTe from fT

θ .
a) Input Feature Dimension Alignment: When learning

fT
θ from the pre-trained fS , we need to input x ∈ DT into
fS to obtain contrastive distillation signals. However, when dT

differs fromdS , fS cannot directly processx as input. To address
Challenge ❷, we employ the following input feature dimension
alignment strategy. We align the dT -dimensional x ∈ DT with
the dimension dS of the source domain input feature space
using a learnable Input Feature Embedding module EϑI . It
consists of a linear transformation layerhϑI (x)with optimizable
parameters ϑI and an l2 normalization function m(hϑI (x)) =
hϑI (x)

/||hϑI (x)||2. The two hyperparameters of hϑI (x), input
dimension and output dimension, are automatically set to dT

and dS , respectively. This approach allows CARD to adaptively
align input feature dimensions for cross-domain TL. Since the
performance of EϑI influences the hidden representation and
output probability distribution of fS , thereby impacting both
contrastive and distillation losses, we jointly optimize EϑI

alongside fT
θ .

b) Hidden Representation Dimension Alignment: A hid-
den representation e refers to the intermediate feature represen-
tation learned by a neural network at a specific hidden layer.
In CARD, we calculate the contrastive loss based on the hidden
representations, eS and eT , from the last hidden layers of fS

and fT
θ , respectively. To enable TL across model architectures,

particularly those with mismatched representation dimensions,
we use two learnable Hidden Representation Embedding
modules, namely the Source Hidden Representation Embedding
EϑS and the Target Hidden Representation Embedding EϑT , to
map the raw eS and eT , which may have different dimensions,
into a shared space of dimension de, solving Challenge ❸. These
embedding modules structurally resemble the Input Feature
Embedding module, but differ in the input and output dimensions
of the linear transformation layers. Since the performance of
EϑS and EϑT directly impacts the contrastive loss, they are also
jointly optimized along with fT

θ . Afterward, the aligned hidden
representations are used for CL-based representation distillation,
while the original hidden representations are fed into the output
layers for output probability distribution-based distillation and
adversarial classification.

B. Learning Objective of CARD

Algorithm 1 outlines the transfer learning process of the target
model fT

θ from the robust source model fS using limited labeled
data in the target domain training dataset DT .

We adopt a comprehensive loss, Lcard, composed of three
terms: Representation Contrastive Loss Lcon, Output Distilla-
tion Loss Ldit, and Adversarial Classification Loss Lcla. Our
goal is to jointly optimize fT

θ , the Input Feature Embedding
module EϑI , and the Hidden Representation Embedding mod-
ules EϑS and EϑT by minimizing Lcard, as defined in (17).

min
θ,ϑI ,ϑS ,ϑT

Lcard = α · Lcon + β · Ldit + γ · Lcla, (17)

where α, β, γ ∈ [0,1]. Section IX shows the ablation study.
1) Representation Contrastive Loss: To transfer robustness-

relevant hidden representations from fS to fT
θ that remain stable

under adversarial perturbations and natural corruptions, we de-
fine the contrastive loss Lcon by extending CRD [47] to include
two robustness-aware positive views.Lcon consists of two terms:
(i) LT

con— the contrastive loss between representations (eS , eT )
of the anchorx from fS and fT

θ , as well as representations (e+T ,
e−T ) of the positive and negative samples (x+, x−) from fT

θ ;
and (ii)LS

con— the contrastive loss between representations (eS ,
eT ) as well as representations (e+S , e−S) of (x+, x−) from fS ,
as defined in (18).

Lcon = LT
con(e

S , eT , e+
T
, e−T ) + LS

con(e
T , eS , e+

S
, e−S)

(18)
where e denotes the embedded hidden representations after di-
mensional alignment. Specifically,LT

con andLS
con are calculated

according to (19) and (20), respectively, where eS and eT are
successively regarded as the anchor representation.

LT
con(e

S , eT , {e+j
T }2j=1, {e−j T }Nj=1) = −[log h(eS , eT )

+
2∑

j=1

log h(eS , e+j
T
) +

N∑

j=1

log(1− h(eS , e−j
T
))], (19)

LS
con(e

T , eS , {e+j
S}2j=1, {e−j S}Nj=1) = −[log h(eT , eS)

+

2∑

j=1

log h(eT , e+j
S
) +

N∑

j=1

log(1− h(eT , e−j
S
))]. (20)

N denotes the number of negative samples, e+j and e−j denote
the embedded representations of the jth positive sample x+

j and
the jth negative sample x−j , respectively. The contrastive score
of any contrastive pair (a, b) is calculated as in (21) [47], with
higher scores indicating greater similarity.

h(a, b) =
score(a, b)

score(a, b) +N · Pn
=

exp(a · b/τ)
exp(a · b/τ) +N

/
M

,

(21)
where M is the training dataset DT size, Pn is the noise
probability in negative samples, τ is the temperature parameter.

2) Output Distillation Loss: To guide fT
θ in imitating the out-

put probability distributions, oS and oSadv, from fS on both clean
inputx and adversarial inputx+

1 = x∗ = x+ δ∗, we incorporate
a logit-based distillation loss, as defined in (22).

Ldit(o
T , oS , oTadv, o

S
adv)

= KL(oS
τ |oT τ

) + KL(oS
τ |oT τ

adv) + KL(oS
τ

adv|oT
τ

adv))
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Algorithm 1: Contrastive Adversarial Representation Dis-
tillation.

Input: dT -dimensional target domain training sample
x ∈ DT , pretrained robust source model fS with input
dimension dS and output dimension cS , contrastive
representation dimension de, input feature embedding
module EϑI , hidden representation embedding modules
EϑS and EϑT , adversarial example generator Gadv ,
corrupted example generator Gcor.

Output: robust target model fT
θ with output dimension cT .

1: for i = 1 to len(DT ) do
2: select anchor sample x← xi ∈ DT

3: generate adversarial example x+ δ ← Gadv(x, f
T
θ )

4: generate corrupted example x+ ζ ← Gcor(x)
5: select N samples x−j }Nj=1 from DT with label �= y
6: construct positive pairs

Xp = (x, x+
1 , x

+
2 )← (x, x+ δ, x+ ζ)

7: construct negative pairs Xn = (x, x−1 , . . ., x
−
N )

8: if dT �= dS then
9: X̂p, X̂n ← apply InpEmbedding EϑI (dT , dS)

on Xp, Xn

10: Xp ← X̂p, Xn ← X̂n

11: end if
12: feed anchor x to source model fS and target model

fT
θ

13: extract hidden representation
eS ← frS (x), eT ← frT

θ (x)

14: eS ← eS
E ← apply RepEmbedding EϑS (eS , de)

15: eT ← eT
E ← apply RepEmbedding

EϑT (eT , de)
16: output logit value oS ← fS(x), oT ← fT

θ (x)
17: for j = 1 to 2 do
18: feed positive sample x+

j to source and target
models

19: hidden representation
e+j

S ← frS

θ (x+
j ), e

+
j
T ← frT

θ (x+
j )

20: e+j
S ← e+j

SE ← apply RepEmbedding

EϑS (e+j
S
, de)

21: e+j
T ← e+j

TE ← apply RepEmbedding

EϑT (e+j
T
, de)

22: if j = 1 then
23: output logits oSadv ← fS(x+

j ), o
T
adv ← fT

θ (x+
j )

24: end if
25: end for
26: for j = 1 to N do
27: feed negative sample x−j to source and target

models
28: hidden representation e−j

S ← frS

θ (x−j ),

e−j
T ← frT

θ (x−j )

29: e−j
S ← e−j

SE ← apply RepEmbedding

EϑS (e−j
S
, de)

30: e−j
T ← e−j

TE ← apply RepEmbedding

EϑT (e−j
T
, de)

31: end for
32: compute contrastive loss

LT
con(e

S , eT , e+j
T }2j=1, e

−
j
T }Nj=1)

33: compute contrastive loss
LS
con(e

T , eS , e+j
S}2j=1, e

−
j
S}Nj=1)

34: compute contrastive loss Lcon = LT
con + LS

con
35: compute classification loss Lcla(o

T , oTadv, y)
36: if cS = cT then
37: compute distillation loss

Ldit(o
T , oS , oTadv, o

S
adv, )

38: compute weighted loss
Lcard = α · Lcon + β · Ldit + γ · Lcla

39: else
40: compute weighted loss

Lcard = α · Lcon + γ · Lcla

41: end if
42: update parameters of fT

θ , EϑS , EϑT , EϑI

43: end for

= KL(fS(x)
τ |fT

θ (x)
τ
) + KL(fS

θ (x)
τ |fT

θ (x∗)
τ
)

+ KL(fS
θ (x

∗)
τ |fT

θ (x∗)
τ
)

= KL(S(fS(x)
/
τ)|S(fT

θ (x)
/
τ)

+ KL(S(fS(x)
/
τ)|S(fT

θ (x∗)
/
τ)

+ KL(S(fS(x∗)
/
τ |S(fT

θ (x∗)
/
τ), (22)

where o denotes the output probability distribution from the soft-
max layerS, τ is a temperature factor to scale the logits. We avoid
enforcing output dimension alignment to prevent the prediction
errors of fS on DT from misleading fT

θ in cross-domain TL
involving different label spaces. Thus, we apply Ldit only when
the label spaces of fS and fT

θ are consistent.
3) Adversarial Classification Loss: To balance clean perfor-

mance and robustness of fT
θ in TL, we use a CrossEntropy-

based classification loss defined in (23), integrating standard
and adversarial training. In a data scarcity setting, weightedLcla

enables fT to learn clean example x and adversarial example x∗
with truth label y from its own domain, rather than relying solely
on possibly imprecise signals from fS , mitigating Challenge ❹
without incurring excessive costs.

Lcla(o
T , y) = LCE(o

T , y) + LCE(o
T
adv, y)

= LCE(f
T
θ (x), y) + LCE(f

T
θ (x∗), y). (23)

VI. EVALUATION SETUP

A. Testbed

We implemented CARD in PyTorch 2.2.0 and Python 3.9.18.
Each experiment ran three times with seeds {41, 42, 43} on an
NVIDIA GeForce RTX 3090 using Torch Cuda 12.1 1.

B. Baseline Methods

The baselines for comparison include NID-specific standard
transfer learning (TL), such as fine-tuning and distillation, and
SOTA robustness-preserving TL originally designed for images,
like adversarial fine-tuning and distillation (see Table I).

1The code is available at https://github.com/RobTransfer/CARD.
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TABLE I
FUNCTIONAL COMPARISON OF ROBUSTNESS-PRESERVING TL BASELINES

TABLE II
SOURCE DOMAIN AND TARGET DOMAIN DATASETS INFORMATION

C. Datasets

We conducted evaluations on two source-target domain pairs
(see Table II). The widely used NSL-KDD [49] benchmark (41
features) mitigates redundancy, while UNSW-NB15 [50] (49
features) includes evolved attacks from real-world networks.

1) TL Across Domains With the Same Input Feature Space:
It represents a TL scenario in NID where the target dataset is
created from networks using the same protocol and collection
tools as the source dataset, but with new attack types.
� UNSW-NB15-NoExploit is the source dataset DS from

UNSW-NB15, including Benign and 8 malicious attack
classes (Fuzzers, Analysis, Backdoors, DoS, Generic, Re-
connaissance, Shellcode, and Worms), excluding Exploits.

� UNSW-NB15-WithExploit is the target dataset DT with
Benign and Exploits intrusion classes from UNSW-NB15.

2) TL Across Domains With Different Input Feature Spaces:
It represents the TL scenario in NID where the target dataset is
created from different networks with distinct protocols, varied
feature processing tools, and changed intrusion distributions.
� NSL-KDD-All is the source dataset DS from NSL-KDD,

including Benign and 4 major malicious attack classes
(Dos, Probe, R2L, and U2R) consisting of complete 22
specific intrusion types.

� UNSW-NB15-All is the target dataset DT from UNSW-
NB15, including Benign and complete 9 intrusion classes.

D. Classification Models

We evaluated two source-target model architecture pairs (see
Table III). The WideResNet-34-10 [51], pre-trained using PGD-
AT [23] as source dataset, was used as the robust source model
architecture, with the lightweight and efficient ResNet-18 [52]
and MobileNet [53] as the target models, following the settings
in robustness-preserving TL baselines [6], [20], [21], [22].

TABLE III
MODEL ARCHITECTURE AND CAPACITY INFORMATION

TABLE IV
CORRELATION BETWEEN TARGET AND SOURCE TASKS IN EVALUATION

1) TL Across Models With Similar Building Blocks: It simu-
lates TL tasks in NID that transfer knowledge to a compressed
model with similar but smaller blocks than the source model.
� WideResNet-34-10, as the source model, is built on wide

residual blocks with 34 layers and convolutional channels
10 times wider than standard ResNet, offering improved
performance at the cost of increased computational load.

� ResNet-18, as the target model, is built on basic residual
blocks with 18 layers and normal convolutional channels.

2) TL Across Models With Different Building Blocks: It
simulates challenging TL tasks in NID, where the resource-
constrained target model uses much different, lighter blocks.
� WideResNet-34-10 is the source model architecture.
� MobileNet is the target model built on depthwise separable

convolutional blocks with fewer parameters and compu-
tations. It is suited for mobile or embedded devices in
low-resource environments at the cost of performance.

E. Testing Pipeline

We tested CARD and baselines in TL scenarios outlined in
Fig. 2 with varying model architectures and data domains. In
particular, we evaluated them in two settings: TL using (5%)
scarce target domain training data (Section VII), and (5%-
50%) expanded target domain training data (Section VIII).
Furthermore, we assessed two detection granularities for each
TL task: multi-class classification and binary classification.
Table IV shows the differences between the source and target
tasks involved in the evaluation of different TL scenarios.

F. Hyperparameter Selection

1) Adversarial Pretraining: While adversarially pre-trained
models on large-scale images have been released and used in
robustness-preserving TL baselines [6], [20], [21], [22], none
exist for network traffic. Thus, we trained robust source NID
models using adversarial training (as defined in Section III-C)
settings from baselines. The perturbation δ was generated using
l∞-PGD with 20 iterations, an ε of 0.1, and a step size of 0.05.

2) Transfer Learning: All target models were trained with
a batch size of 1024 for 50 epochs with an initial learning
rate of 0.1, incorporating an early stopping mechanism. The
temperature τ in all baselines was set to 0.1. The perturbation
settings involved in adversarial fine-tuning and distillation as
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well as CARD training are the same as in pretraining. For CARD,
the coefficients were set as follows:α = 0.33 forLcon,β = 0.33
for Ldit, and γ = 0.5 for Lcla. This ensures equal contributions
from Lcon and Ldit while placing sufficient emphasis on Lcla,
which is supervised by the ground-truth labels of target domain
samples. The number of negative samples, N , was set to 4,096,
following the recommended settings in CRD [47] to balance the
diminishing return in CL.

3) Attack Configuration: Our evaluation of adversarial eva-
sion attacks consists of three parts: (i) l∞-PGD [23] (assessed in
Sections VII, VIII, and IX), which is widely used and maintains
the same perturbation settings as in adversarial pretraining; (ii)
AutoAttack (assessed in Section X), combining DeepFool [54]
and Auto-PGD (APGD) [55], with iterations number increased
to 100 to explore attack strength; and (iii) our newly designed
adaptive attacks (detailed in Section X) for cross-domain, cross-
model, and cross-domain-and-model TL tasks.

G. Evaluation Metrics

We evaluated the performance of the target model on different
versions of the target domain test samples using the following
metrics: Accuracy (Acc), F1-score (F1), Recall, Precision (Pre-
cis), False Positive Rate (FPR), and False Negative Rate (FNR).
Results on clean test samples (e.g CleAcc), adversarial test
samples (e.g AdvAcc), and corrupted test samples (e.g CorAcc)
reveal the clean performance, adversarial robustness, and natural
robustness of the target model, respectively. Each reported value
represents the average result from three seeds.

VII. EVALUATION IN DATA-SCARCE SCENARIOS

We experimentally compared CARD and SOTA adversarial
fine-tuning and distillation using 5% of target domain training
data in three TL scenarios: across data domains (Section VII-A),
across model architectures (Section VII-B), and across both
domains and models (Section VII-C).

A. Transfer Learning Across Data Domains

We compare CARD with four baselines: training from scratch
(StdTrain), standard fine-tuning (FT [17]), and SOTA adversarial
fine-tuning methods (TWINS [21] and FRFE [6]).

1) TL Across Domains With the Same Input Feature Space:
See Figs. 4(a) and 5(a) for detailed results.

Results: 1© Compared to StdTrain, in the multi-class case,
CARD boosts AdvAcc and CorAcc by 51.14% and 46.33%,
while CleAcc and CleF1 rise by 10.63% and 14.25%. In the bi-
nary case, CARD achieves improvements on AdvAcc (50.14%),
CorAcc (36.87%), CleAcc (9.96%), and CleF1 (14.81%). 2©
Compared to FT, in multi-class case, CARD improves AdvAcc
by 42.06%, CorAcc by 4.97%, and CleAcc by 4.36%, while
AdvF1 rises by 38.33% and CleF1 by 14.15%. In binary case,
AdvAcc improves by 42.20%, CorAcc by 22.10%, and CleAcc
by 3.32%. This answers research question defined in Section I,
showing that standard FT-based TL from a robust source model
rarely ensures target domain robustness. 3© Compared to AFT
methods, in the multi-class case, CARD achieves 6.33% and
2.33% higher AdvAcc than TWINS and FRFE, and 3.67% and
4.33% higher CorAcc. In the binary case, CARD leads TWINS
and FRFE by 3.33% and 30% in AdvAcc, and 5.33% and 9.67%
in CorAcc, respectively. This addresses research question ,

Fig. 4. Comparison with SOTA fine-tuning methods on cross-domain TL.
(a) Generate UNSW-NB15-WithExploit detectors by fine-tuning robust UNSW-
NB15-NoExploit detectors. (b) Generate UNSW-NB15-All detectors by fine-
tuning robust NSL-KDD-All detectors.

Fig. 5. Comparison of adversarial robustness of the target model against
evasion attacks with SOTA fine-tuning methods on cross-data domain TL using
finer-grained adversarial metrics. The setup is the same as Fig. 4.

showing that CARD outperforms SOTA in transferring robust-
ness from a robust source model to a new domain with limited
data.

2) TL Across Domains With Different Input Feature Spaces:
See Figs. 4(b) and 5(b) for detailed results.

Results: 1© Compared to StdTrain, CARD increases AdvAcc
and CorAcc by 39.19% and 37.52% in the multi-class case, and
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shows improvement in binary case. 2© Compared to FT, CARD
boosts AdvAcc by 27.5% and 29.65% in the multi-class and
binary cases, while CorAcc increases by 20.84% and 6.03%. In
multi-class case, CleAcc, CleF1, AdvF1 increases by 18.76%,
23.97%, and 20.33%, respectively, validating our answer to
question . 3© Compared to AFT methods, in multi-class case,
CARD obtains equivalent AdvAcc to TWINS and surpasses
FRFE, while CorAcc is 13.33% and 12% higher. In binary case,
AdvAcc rises by 7.33% and 24%, and CorAcc by 5.33% and
13%. This further solves question .

B. Transfer Learning Across Model Architectures

We compare CARD with four baselines: training from scratch
(StdTrain), standard distillation (KD [18]), and SOTA adversar-
ial distillation methods (VAD [20] and AAD [22]).

1) TL Across Models With Similar Building Blocks: See
Figs. 6(a) and 7(a) for detailed results.

Results: 1© Compared to KD, AdvAcc and CorAcc increase
by 37.81% and 18.00% in the multi-class case, and by 26.67%
and 24.00% in binary case. For question , this suggests that
a target model derived from a robust source model via standard
KD-based TL does not inherit robustness. 2© Compared to
AD methods, CARD improves AdvAcc and CorAcc by 11.67%
and 10.00% on average in multi-class case, and by 10.00%
and 4.67% in binary case. For question , This shows CARD
surpasses SOTA in robustness transfer across architectures.

2) TL Across Models With Different Building Blocks: See
Figs. 6(b) and 7(b) for detailed results.

Results: 1© Compared to KD, AdvAcc and CorAcc increase
by 44.67% and 31.33% in the multi-class case, and by 47.33%
and 24.00% in the binary case. 2© Compared to AD methods,
CARD boosts AdvAcc and CorAcc by 15.17% and 26.00% on
average in the multi-class case, and by 12.00% and 8.33% in the
binary case. This reinforces our validation of and .

C. Transfer Learning Across Both Domains and Models

Due to the lack of robustness-preserving TL methods across
both domains and models, we use StdTrain as the baseline.

1) TL Across Data Domains With the Same Input Feature
Space: See Figs. 8(a), (b) and 9(a), (b) for results.

Results: In the multi-class case, CARD achieves AdvAcc and
CorAcc of 81% and 84% on ResNet-18, surpassing baseline
by significant margins. On MobileNet, although the advantage
slightly decreases due to the larger structural difference, CARD
still outperforms the baseline by 41.45% and 36.42% in AdvAcc
and CorAcc. In addition, CARD surpasses StdTrain in CleAcc,
CleF1, CleRecall, and ClePrecis while lowering CleFPR and
CleFNR.

2) TL Across Data Domains With Different Input Feature
Spaces: See Figs. 8(c), (d) and 9(c), (d) for results.

Results: The target model’s performance declines compared
to TL within the same input feature space due to NSL-KDD-All
having a higher-dimensional label space than UNSW-NB15-
WithExploit, which increases TL complexity. Nevertheless,
CARD outperforms StdTrain on robustness metrics with lower
standard deviations. AdvAcc and CorAcc reach 60% and 61%
on ResNet-18, and 60% and 54% on MobileNet in the multi-
class case, significantly surpassing StdTrain. Moreover, CARD
effectively balances clean performance, reducing CleFNR and

Fig. 6. Comparison with SOTA distillation methods on cross-model TL. (a)
Distill robust WideResNet-34-10-based UNSW-NB15-NoExploit detectors to
ResNet-18 and MobileNet. (b) Distill robust WideResNet-34-10-based NSL-
KDD-All detectors to ResNet-18 and MobileNet.

CleFPR by 28.2% and 26.92% on ResNet-18, and by 28.87%
and 29.39% on MobileNet in multi-class detection.

Summary: CARD surpasses baselines (including StdTrain,
standard FT and KD, as well as SOTA adversarial FT and
distillation methods) in transferring robustness and maintaining
clean performance to different data domains and lightweight
NID models with scarce (5%) target domain training data.

VIII. EVALUATION IN DATA-EXPANDING SCENARIOS

We incrementally increased the target dataset size to 5%, 10%,
20%, 30%, 40%, 50% to expand the available target domain
training data. and compared the performance changes of CARD
and SOTA adversarial fine-tuning and distillation in three TL
scenarios: across data domains (Section VIII-A), across model
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Fig. 7. Comparison of adversarial robustness of the target model against
evasion attacks with SOTA distillation methods on cross-model architecture
TL using finer-grained metrics. The experimental setup is the same as Fig. 6.

architectures (Section VIII-B), and across both domains and
models (Section VIII-C).

A. Transfer Learning Across Data Domains

We compare CARD and baselines in a challenging cross-
domain TL scenario with different input feature spaces for
multi-class detection. See Fig. 10 for detailed results.

Results: 1© CARD exhibits a more stable and gradual varia-
tion than all baselines, whereas baselines experience significant
gains due to data expanding. This addresses research question

defined in Section I, showing that CARD generalizes best
with limited data and avoids over-reliance on expanded data.
2© Although data expansion narrows clean performance gaps,
CARD continuously outperforms all baselines. Moreover, the
advantages of CARD in adversarial robustness (AdvAcc) and

Fig. 8. Comparison with training from scratch on cross-domain&amp;model
TL. (a) Generate ResNet-18 and MobileNet UNSW-NB15-WithExploit detec-
tors from robust UNSW-NB15-NoExploit detectors. (b) Generate ResNet-18
and MobileNet UNSW-NB15-All detectors from NSL-KDD-All detectors.

natural robustness (CorAcc) persist, confirming its superiority
in both robustness and clean performance as data grows.

B. Transfer Learning Across Model Architectures

We compared CARD and baselines in a challenging cross-
model TL scenario where a multi-class detector is compressed
into a smaller one with different building blocks (see Fig. 11).

Results: 1© Throughout the data expansion, CARD consis-
tently outperforms baselines across all metrics, particularly on
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Fig. 9. Comparison of adversarial robustness of the target model against
evasion attacks with training from scratch (StdTrain) on cross-domain &amp;
model TL Tasks. The experimental setup is the same as Fig. 8.

AdvAcc, CorAcc, and CleF1, and shows the most gradual perfor-

mance gains. This further supports our answer to , suggesting
that CARD is least constrained by data volume in cross-model
TL tasks, maintaining a stable robustness advantage even as
data increases. 2© StdTrain gains little robustness from more
data due to its lack of robust mechanisms. Though TL methods
lose some clean performance advantage over StdTrain as data
increase, they remain ahead, especially CARD.

Fig. 10. Impact of target domain training data amount on TL across domains
with different input spaces. Generate a 10-class UNSW-NB15-All detector by
fine-tuning a robust 5-class NSL-KDD-All detector.

Fig. 11. Impact of target domain training data amount on TL across models
with different building blocks. Distill a robust WideResNet-34-10-based 9-class
UNSW-NB15-NoExploit detector to MobileNet.

C. Transfer Learning Across Both Domains and Models

Due to the absence of robustness-preserving TL across both
data domains and model architectures, we compared CARD was
to StdTrain in learning a light multi-class detector from a larger
one with different input feature spaces (see Fig. 12).

Results: As data expands, CARD gradually improves in ad-
versarial and natural robustness and clean performance, while
StdTrain gains more in clean performance, but their robustness
gap remains significant. This confirms that CARD relies less on
the amount of target domain training data than StdTrain.

IX. ABLATION STUDY ON THE LOSS FUNCTION

We analyzed how the loss components—Representation
Contrastive Loss (Lcon), Output Distillation Loss (Ldit), and
Adversarial Classification Loss (Lcla)—work independently or
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Fig. 12. Impact of target domain training data amount on TL across domains with different input spaces and models with different building blocks. Generate a
MobileNet-based 10-class UNSW-NB15-All detector from a WideResNet-34-10-based robust 5-class NSL-KDD-All detector.

Fig. 13. Ablation study on loss function in TL tasks across models with similar building blocks. (a) Distill robust UNSW-NB15-NoExploit detectors based on
WideResNet-34-10 to ResNet-18. (b) Distill robust NSL-KDD-All detectors based on WideResNet-34-10 to ResNet-18.

together in cross-model TL scenarios with 5% data, as all three
are used in these tasks (Section V-B). See Fig. 13 for results.

Specifically, employing Lcon alone corresponds to applying
CRD [47] with enhanced robustness awareness, Ldit alone cor-
responds to an ensemble of advanced AD methods (VAD [20],
RSLAD [9], AAD [22]), and Lcla alone corresponds to
adversarial training [23] integrated with standard training.

A. TL Across Model Architectures on UNSW-NB15-NoExploit

See Fig. 13(a) for the results of distilling UNSW-NB15-
NoExploit-based robust WideResNet-34-10 into ResNet-18.

Results: 1©Using all three losses simultaneously consistently
produces the best robustness and clean performance for both
multi-class and binary cases. 2© In the binary case, Lcon is
more impactful in robustness and clean performance. In the
multi-class case, Ldit and Lcla better improves robustness and

clean performance. 3©Lcon alone mainly focuses on hidden
representation learning, with limited direct impact on the classi-
fication task. However, in the multi-class case, combining it with
either Ldit or Lcla greatly improves performance, surpassing
each loss individually.

B. TL Across Model Architectures on NSL-KDD-All

See Fig. 13(b) for the results of distilling NSL-KDD-All-
based robust WideResNet-34-10 into ResNet-18.

Results: We observed that CARD achieves the best results
when all three losses are combined, indicating a stable behavior
of our loss function across different datasets. 1© Compared to
the multi-class case,Lcon has a greater impact in the binary case
due to the simpler task, making its own contribution to decision
boundaries more apparent. 2© In the multi-class case, the task’s
complexity requires combining Lcon with other output-based
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Fig. 14. Adaptive attack strategies.

Fig. 15. Robustness against adaptive attacks in cross-domain TL.

losses to enhance classification performance. 3© Combining
Lcon and Lcla is more effective than combining Lcon and Ldit,
as Lcla introduces ground truth, guiding accurate predictions
and balancing robustness with generalization.

X. ADAPTIVE ATTACK AND COMPUTATIONAL COST

In robustness-preserving TL, the hybrid and implicit nature
of the target model’s robustness origins make it difficult for
an attacker, even with access to the white-box target model’s
parameters, to infer the complete defense algorithm, such as the
robust source model’s parameters and TL strategy, as detailed
in Section IV-A. Nevertheless, considering sophisticated threats
that may arise in the real world, we enhanced the adversary’s
capabilities and conducted adaptive attacks against the target
model for further robustness evaluation.

A. Adaptive Attack Against Robustness-Preserving TL

Adaptive attacks, unlike static evasion attacks, dynamically
adjust attack strategies to counter defense mechanisms [56],
posing a greater threat. We designed two adaptive strategies
(see Fig. 14) and evaluated models trained with 30 epochs in
the multi-class case (see Figs. 15, 16, and 17).

1) Source Model-Based Adaptive Attack (SM-Adapt): This
adaptive strategy assumes the attacker has white-box access to
fS , fT

θ , training dataset DT , and knowledge of the perturbation
algorithm A (e.g., PGD) used in the adversarial pretraining of
fS . 1© Attacker generates adversarial examples x∗ for target
domain using fS andAwith 20 iterations. 2© x∗ undergoes fur-
ther perturbation via fT

θ and A, producing adaptive adversarial
examples x�. 3© In cross-domain TL, due to mismatched input
features or label spaces, the attacker must first fine-tune fS with
DT before generating perturbations.

2) Aggregated Attacks-Based Adaptive Attack (AA-Adapt):
This strategy assumes that the attacker has white-box access
to fT

θ and knows that its robustness partly stems from A (e.g.,
PGD). The attacker seeks to enhance the attack by sequentially
applying attacks {A1, . . . ,AK} on x using fT

θ . We employed

Fig. 16. Robustness against adaptive attacks in cross-model TL.

Fig. 17. Robustness against adaptive attacks in cross-domain&model TL.

the AutoAttack [55] framework. In our implementation of K =
2 setting, 1© attacker first generates x∗ using AutoPGD [55]
alongside iterations 100. 2© x∗ are then perturbed using Deep-
Fool [54] with 100 iterations, finally producing x�.

The results show that CARD consistently outperforms base-
lines in robustness to adaptive attacks across various TL tasks.

B. Time Cost Comparison on Various TL Tasks

We compared the training time of 50 epochs of CARD and
baselines in the data scarcity setting for multi-class detection.

Results: Compared to robustness-preserving TL baselines,
CARD trains faster than AAD [22] (2023) and TWINS [21]
(2023) but slower than FRFE [6] (2020) and VAD [20] (2020).
� Cross-domain TL: Average per-epoch time for StdTrain,

FT, TWINS, FRFE, and CARD is 1.13 seconds (s), 1.11 s,
40.01 s, 1.14 s, and 20.58 s, respectively.
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� Cross-model TL: Average per-epoch time for StdTrain,
KD, VAD, AAD, andCARD is 0.35 s, 0.76 s, 3.14 s, 15.68 s,
and 4.40 s, respectively.

� Cross-domain-and-model TL: Average per-epoch training
time for StdTrain and CARD is 0.27 s and 3.15 s, respec-
tively.

Moreover, we found the lighter the target model, the lower the
overhead introduced by CARD. Using ResNet or MobileNet as
target model reduces time by an average of 80.89% compared
to retaining WideResNet from the source model. MobileNet,
being the lighter option, trains 20.39% faster on average than
ResNet. In summary, CARD outperforms baselines in robustness
and clean performance, with a slight time cost over standard TL
but greater efficiency than TWINS and AAD.

XI. DISCUSSION OF PRACTICAL DEPLOYMENT

The versatility of CARD across various TL scenarios makes it
highly suited for integration into real-world NID systems, offer-
ing significant practical benefits. (i) It handles changes in data
distribution or feature space, ideal for NID systems in dynamic
environments facing evolving network threats. (ii) It generates
robust models with limited labeled data, making it suitable for
data-scarce systems and reducing reliance on costly training
from scratch with abundant labeled data. (iii) It can create
efficient target domain models from large source domain models,
crucial for deploying NID systems on resource-constrained IoT
and mobile devices. (iv) It excels in TL scenarios involving
both changes in data domain and model architecture, addressing
complex real-world challenges with multiple resource limita-
tions. Overall,CARD is especially valuable for NID practitioners
who need to migrate robust detectors in diverse downstream
deployment settings.

XII. CONCLUSION

In this paper, we introduce CARD, the first robustness-
preserving TL method tailored for the DL-based NID. It pro-
duces robust target models against static and adaptive evasion
attacks and natural corruptions, using robust source models with
limited target domain data. Extensive experiments highlight its
superiority in cross-domain (fine-tuning), cross-model (distil-
lation), and other TL tasks involving both domain and model
changes. As CARD is not limited to data types, we will explore
its applications in image and speech in the future.
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