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Workflow of ARIoTEDef System

lDetect whether the traffic within a window belongs to three anomaly categories 
lGenerate sequences of events from probability distributions of several windows 
lUse a sequence-to-sequence model to analyze whether each event is anomaly 

Ø The analysis in this module leverages the attention mechanism that  
combines information from contextual events

lUpdate the infection detector with identified infection events and benign events 2
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Threat Model
l Traffic Generated Based on The Black-box Attack Model  
Ø Attacker has no knowledge about the target system. 
Ø Attack method:

p Non-adversarial evasion
ü Zero-day Attack
ü Stealth Attack

p Adversarial evasion
ü Boundary
ü HopSkipJump

l Traffic Generated Based on The White-box Attack Model  
Ø Attacker has complete knowledge about the target system.
Ø Attack method:

p Adversarial evasion
ü FGSM
ü PGD

• Has access to the predicted label of the model. 
• Relies on input manipulation, query optimization, 

and exploration to understand the target model.

• Has access to the architecture, parameters, and 
internal workings of the model. 

• Craft highly optimized adversarial samples.

Adaptability: Adversarial samples generalizes well across different models.
Success rate: Exploit vulnerabilities of the model, improve the evade success rate. 3
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White-box Gradient-based Adversarial Sample

𝑥∗ = 𝑥 + 𝝐 % 𝐬𝐢𝐠𝐧(𝜵𝒙𝑳 𝒇𝜽 𝒙 , 𝒚𝒕𝒓𝒖𝒕𝒉	 )

Non-adversarial Sample
Malicious

Benign

𝒙 𝒇𝜽+	𝜹, ||𝜹|| ≤ 𝝐

Adversarial Sample
Malicious

Benign

𝒙∗ 𝒇𝜽

Infection Detector

Infection Detector

lCreate perturbation in a single step
𝑥()* = 𝐶𝑙𝑖𝑝+(𝑥( + 𝜶 % 𝒔𝒊𝒈𝒏 𝜵𝒙𝑳 𝒇𝜽 𝒙𝒕 , 𝒚𝒕𝒓𝒖𝒕𝒉 )

lIteratively create perturbation

𝝐

max
, -.

𝐿(𝑓/ 𝑥( + 𝛿 , 𝑦(01(2)max
, -+

𝐿(𝑓/ 𝑥 + 𝛿 , 𝑦(01(2)

FGSM Attack PGD Attack

AKA: (Clean) malicious traffic
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Performance of Pre-evolved Detectors on White-box Adversarial Attacks

Non-adversarial Sample
Malicious

Benign

𝒙 𝒇𝜽+	𝜹, ||𝜹|| ≤ 𝝐

Adversarial Sample
Malicious

Benign

𝒙∗ 𝒇𝜽

Infection Detector

Infection Detector

AKA: (Clean) malicious traffic

White-box Gradient-based Adversarial Sample
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Perturbation Prediction 
Model

Query

Stop 
Condition

No

Yes

Prediction 
Model

AKA: (Clean) malicious traffic

Black-box Decision-based Adversarial Sample

Boundary Attack [ICLR18] HopSkipJump Attack [S&P20]

Ø Starts from a 
large adversarial 
perturbation

Ø Search boundary 
search via a 
binary search

Ø Seeks to reduce 
the perturbation 
while staying 
adversarial.

Ø Estimate gradient 
direction

Ø Search step-size 
(Hop/Skip/Jump 
benefit wider 
search area)

Ø Search boundary 
via a binary 
search

6
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Performance of Pre-evolved Detectors on Black-box Adversarial Attacks

AKA: (Clean) malicious traffic

Perturbation Prediction 
Model

Query

Stop 
Condition

No

Yes

Prediction 
Model

Black-box Decision-based Adversarial Sample
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Attack and Defense Settings

lAdversarial Attack and Defense Setting I (𝑁 rounds of Evolution) 

Clean Infection Dataset 𝑋 = {𝑥!"#$%#, 𝒙𝒎𝒂𝒍𝒊𝒄𝒊𝒐𝒖𝒔}

𝑋𝒂𝒅𝒗𝟏 ß 𝑋 +𝑀0

Adversarial Infection Dataset 𝑋123 = {𝒙𝒎𝒂𝒍𝒊𝒄𝒊𝒐𝒖𝒔∗ }

Infection Detector
Construct adversarial malicious samples based on the latest 
infection detector from clean malicious samples

𝑀

𝑋𝒂𝒅𝒗𝟏 𝑀0	à 𝑀5

𝑋𝒂𝒅𝒗𝟐 ß 𝑋 +𝑀5
𝑋𝒂𝒅𝒗𝟐 𝑀5	à 𝑀6

𝑋𝒂𝒅𝒗𝑵 ß 𝑋 +𝑀785
𝑋𝒂𝒅𝒗𝑵 𝑀785	à 𝑀7

...
...

...
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Research Questions

l Q1: Does the number of False Negatives (FN) of the detector decrease after 
several rounds of evolution?

Ø As the number of evolution rounds increases, the detector is retrained by more 
and more positive samples, especially some adversarial malicious samples that 
escaped the detector. So, the evolved detector will be familiar with these infection 
patterns and more likely to predict them as malicious. Thus, FN will decrease.

l Q2: Does the number of False Positives (FP) of the detector increase after 
several rounds of evolution?

Ø As the number of evolution rounds increases, it is easier to predict negative 
(benign) samples as positive samples while TP increases. Because the adjustment 
of the decision boundary resulted from evolution may lead to the increase of FP 
while reducing FN.

9
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =

𝑇𝑃
𝑇𝑃 + 𝐹𝑃

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
𝐹1	𝑠𝑐𝑜𝑟𝑒

= 2 ∗
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙

𝐹𝑃	𝑅𝑎𝑡𝑒 =
𝐹𝑃

𝑁 = 𝑇𝑁 + 𝐹𝑃

𝐹𝑁	𝑅𝑎𝑡𝑒 =
𝐹𝑁

𝑃 = 𝑇𝑃 + 𝐹𝑁
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Adversarial Setting I

Adversarial 
Sample

𝒙∗ 𝒇𝜽

Malicious
Benign

Malicious

𝑵 rounds Self-
Evolving Retrain

Infection 
Detector

Attention-based 
Event Analyzer

Performance of the Evolved Infection Detector on Adversarial Samples
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Adversarial Setting I

Adversarial 
Sample

𝒙∗ 𝒇𝜽

Malicious
Benign

Malicious

𝑵 rounds Self-
Evolving Retrain

Infection 
Detector

Attention-based 
Event Analyzer

Impact of the Number of Evolution Rounds on Adversarial Robustness

Recall increased 
significantly.

Within 30 rounds of 
evolution, the accuracy 
of the detector on 
white-box adversarial 
samples can increase to 
more than 50%.
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Adversarial Setting I
Non-

adversarial 
Sample
𝒙∗ 𝒇𝜽

Malicious
Benign

Malicious

𝑵 rounds Self-
Evolving Retrain

Infection 
Detector

Attention-based 
Event Analyzer

Performance of Evolved Infection Detector on The Clean Test Set
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Adversarial Setting I
Non-

adversarial 
Sample
𝒙∗ 𝒇𝜽

Malicious
Benign

Malicious

𝑵 rounds Self-
Evolving Retrain

Infection 
Detector

Attention-based 
Event Analyzer

Performance of Evolved Infection Detector on The Clean Test Set

Recall 
increased 
significantly.

Sharp drop of 
FNR, weak 
increase of 
FPR 
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Adversarial Setting I
Non-

adversarial 
Sample
𝒙∗ 𝒇𝜽

Malicious
Benign

Malicious

𝑵 rounds Self-
Evolving Retrain

Infection 
Detector

Attention-based 
Event Analyzer

Performance of Evolved Infection Detector on The Clean Test Set

Overall 
unchanged 
accuracy

Increased F1 
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lAdversarial Attack and Defense Setting II (𝑁 rounds of Evolution) 

Clean Infection Dataset 𝑋 = {𝑥!"#$%#, 𝒙𝒎𝒂𝒍𝒊𝒄𝒊𝒐𝒖𝒔}

𝑋𝒂𝒅𝒗𝟏 ß 𝑋5 +𝑀0

Adversarial Infection Dataset 𝑋1235 ß 𝑋5 +𝑀0

Infection Detector

𝑀

𝑋𝒂𝒅𝒗𝟏 𝑀0	à 𝑀5

𝑋𝒂𝒅𝒗𝟐 ß 𝑋6 +𝑀5
𝑋𝒂𝒅𝒗𝟐 𝑀5	à 𝑀6

𝑋𝒂𝒅𝒗𝑵 ß 𝑋7 +𝑀785
𝑋𝒂𝒅𝒗𝑵 𝑀785	à 𝑀7

...
...

...

Clean Infection Dataset 𝑋* Clean Infection Dataset 𝑋6)*

… …

Adversarial Infection Dataset 𝑋1237:5 ß 𝑋7:5 +𝑀7

…
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Adversarial Setting II

Adversarial 
Sample

𝒙∗ 𝒇𝜽

Malicious
Benign

Malicious

𝑵 rounds Self-
Evolving Retrain

Infection 
Detector

Attention-based 
Event Analyzer

Performance of the Evolved Infection Detector on Adversarial Samples
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Robustness improvement 
by self-evolution is 
observed under different 
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Adversarial Setting II

Adversarial 
Sample

𝒙∗ 𝒇𝜽

Malicious
Benign

Malicious

𝑵 rounds Self-
Evolving Retrain

Infection 
Detector

Attention-based 
Event Analyzer

Impact of the Number of Adversarial Samples on Adversarial Robustness

17

No matter whether the 
attack is fast or slow 
(more or less adversarial 
samples are sent in a 
certain period of time), 
the self-evolution strategy 
can increase recall, 
reflecting enhanced 
robustness.
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Adversarial Setting I
Non-

adversarial 
Sample
𝒙∗ 𝒇𝜽

Malicious
Benign

Malicious

𝑵 rounds Self-
Evolving Retrain

Infection 
Detector

Attention-based 
Event Analyzer

Performance of Evolved Infection Detector on The Clean Test Set
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Adversarial Setting I
Non-

adversarial 
Sample
𝒙∗ 𝒇𝜽

Malicious
Benign

Malicious

𝑵 rounds Self-
Evolving Retrain

Infection 
Detector

Attention-based 
Event Analyzer

Performance of Evolved Infection Detector on The Clean Test Set
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Adversarial Setting I
Non-

adversarial 
Sample
𝒙∗ 𝒇𝜽

Malicious
Benign

Malicious

𝑵 rounds Self-
Evolving Retrain

Infection 
Detector

Attention-based 
Event Analyzer

Performance of Evolved Infection Detector on The Clean Test Set
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Conclusion

C1: After multiple rounds of evolution, the robustness of the infection 
detector on white-box adversarial evasion attacks improves. 
Taking 80 rounds of evolution as an example, the average FN rate drops from 
100% to 17%.

C2:After multiple rounds of evolution, the robustness of the infection 
detector on black-box non-adversarial evasion attacks also improves. 
Taking round 80 as an example, the FN rate drops from 60% to 17%, and the FP 
rate has only a slight increase, from 0.7% to 4.9%.

C3: The Pre-evolved Action detector is very robust to adversarial white-
box and adversarial black-box attacks, and it is difficult for an attacker to 
mislead it.
Four adversarial evasion attacks (PGD\FGSM\Boundary\HopSkipJump ) have 
almost 0% success rate.
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